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Non-Parametric Memory

 RAG: Retrieves relevant documents or passages, then 

puts them into the prompt.

kNN-LM: Retrieves similar hidden states from a 

datastore and uses their next-token labels.

Knowledge is stored outside the model parameters and accessed at inference time.

Takeaway:

Non-parametric memory is flexible and editable, but the 

model must retrieve and reuse it every time.
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Parametric Memory

 CPT: Continues pre-training the full backbone on new   

data.

LoRA: Stores new knowledge in lightweight adapter 

weights.

MLP Memory: Stores retrieval-like knowledge in a 

learned neural module.

Knowledge is stored inside learned parameters and used directly during inference.

Takeaway:

Parametric memory is efficient to use, but knowledge 

becomes entangled with learned representations.
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MLP Memory: A Retriever-Pretrained Memory for Large Language Models.  Rubin Wei, etc.  ICLR, 2026.

This motivates a new direction: instead of storing 

knowledge entirely in the backbone or repeatedly 

retrieving raw information, can we build a dedicated, 

addressable neural memory?
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Engram: Conditional Memory via Scalable Lookup
Transformers should not use expensive neural computation to memorize everything

Engram adds a conditional memory module that performs fast N-gram-based lookup.

Takeaway:

Engram makes memory an 

architectural primitive: not 

raw-text retrieval, not full 

parameter adaptation, but 

sparse neural lookup.

Xin Cheng, etc. Deepseek, 2026.
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Frozen Memory Is Not Enough: Rethinking External Memory as 
Extraction. Mingyuan Li, etc. NeurIPS 2026. (XMemory)
Core question: Can memory be separated from the model that created it, and reused by another model?
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RQ1: Does frozen memory transfer across backbones, tokenizers, and scales?

Takeaway:

Frozen memory transfer 
remains effective across 
backbone families, tokenizer 
boundaries, and target scales.
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RQ2: How much does reader design matter?

Takeaway:

Reader design is critical: dual-
layer injection captures most 
gains, while multi-branch 
gating adds further 
improvement through target-
aware routing.
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RQ3: When does transferred memory help downstream?

Takeaway:

Reader design drives transfer 
quality: dual-layer injection 
and multi-branch gating 
improve average QA from 
34.2 to 38.5, without changing 
the transferred memory.
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RQ4: What drives the gains from memory transfer?

Takeaway:

Transfer gains come from 
meaningful addressing and an 
expressive reader—not 
parameter count—and mainly 
improve target-side data 
efficiency rather than the final 
performance ceiling.
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Teyler TJ, DiScenna P. The hippocampal memory indexing theory. Behav Neurosci. 1986
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MemoryAthena: Adaptive Routing over Latent and Generated Memories

Core question: 
Can useful 
memory be 
generated, 
instead of only 
retrieved?
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RQ1: When does generated memory improve a strong direct-memory pathway?

Takeaway:

Generated memory is not 
universally better than Engram; 
MemoryAthena keeps E as a 
stable anchor and selectively 
uses GE or GH only when they 
are predicted to help.
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RQ2: What drives the gains from the memory interface?
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RQ2: What drives the gains from the memory interface?

Takeaway:

Performance depends on 
structured memory, correct 
addressing, and learned 
routing. Pretrained memory 
performs best and most stably, 
while random routing removes 
nearly all gains; scratch training 
still works, but with lower 
accuracy and stability.
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RQ3: How does MemoryAthena use complementary memory pathways?
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RQ3: How does MemoryAthena use complementary memory pathways?

Takeaway:

Memory utility is task-
dependent: no pathway 
consistently dominates. Oracle 
routing remains 3.04–9.07 
points better, showing 
substantial untapped 
complementarity and 
motivating better intervention 
and pathway selection.
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Scaling Law and Inference Time
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Scaling Law and Inference Time
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Scaling Law and Inference Time

Takeaway:MemoryAthena scales consistently: routing gains persist as 
both model size and training budget increase, while the router itself 
remains lightweight. The extra inference cost comes mainly from 
evaluating generated-memory pathways rather than the router, and its 
relative latency and memory overhead decrease as the backbone scales.
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Discussion and Future Work

 Router Design: Improve the downstream task performance by 

designing an intelligence router.

Scaling Law: Scaling the generated memory and Engram as a 

plug-in memory across different backbone model

Self-Evolve: Continue pretraining Engram and generated memory 

on a large general corpus, then adapt to downstream tasks through 

SFT or post-training by updating only the lightweight reader or router.

Robot: Extend transferable and generated memory to embodied 

agents, enabling robots to preserve, update, and reuse long-term 

spatio-temporal experience across environments and tasks.

 （LT-Mem, Yumin Lee, etc. IROS 2026, best paper)
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